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[start with demonstration]

“Nearly all this variation in context and sound comes from different ways of dividing up the octave and, in virtually every case we know of, dividing it up into no more than twelve tones.  Although it has been claimed that Indian and Arab-Persian music uses “microtuning”—scales with intervals much smaller than a semitone—close analysis reveals that their scales also rely on twelve or fewer tones and the others are simply expressive variations, glissandos (continuous sglides from one tone to another), and momentary passing tones, similar to the American blues tradition of sliding into a note for emotional purposes.” (Daniel Levitin, This is Your Brain on Music, New York: Plume, 2006.  p. 39)

So claims Daniel Levitin in his otherwise excellent and insightful book, This is Your Brain on Music, which synthesizes and explains a great deal of the recent work on Music Cognition.  Anyone with an amateur-level interest in World and Traditional musics, let alone Ethnomusicologists, know the above statements are patently false—both his statement about Arabic, Persian, and Indian music, and his statement about American Blues music.  So why does such a claim make it into such an important book?  The answer is clear on delving deeper into the book, or into other work that has been done on the cognition of music: almost all of the research done into how the brain processes music has dealt exclusively with Western Classical music, and cognitive scientists who are interested in music have little or no familiarity with music of the rest of the world.

I believe Arabic music has many features that can contribute to an interesting discussion on the cognitive science of music, not least because of its rich microtonal intonation system.  The central argument of this paper is that music shares many features with spoken language as an information processing, storage, and communication system in human cognition—I will examine some of these parallels from the perspective of the maqam tradition, the modal melodic system of improvisation and composition that forms the basis of music in the Arab world, and which extends in variant forms from North Africa through Western and Central Asia.  


Intonation will be the focus of my argument, so let’s verify for ourselves that Arabic music uses more than the 12 notes of the western scale.


Here’s where I started:


[demonstrate]

Repeat after me:


[demonstrate]

compare this with the following


[nahawand example & rast example]

If the second example roughly corresponds to the first notes of a western minor scale, and the third to the major scale, then clearly the first example is using as its third note 

[one two three]

another note somewhere in between the minor and major third.


Is that third note exactly in between the major and the minor third?  The hypothesis that the Arabic scale uses 24 equal divisions of the octave was disproven at the 1932 Cairo conference on Arabic Music, but there is another very good reason such an intonation system is unlikely: Arabic music is an oral tradition, and equal divisions of the octave require a lot of steps to generate (and irrational numbers based around roots of the number 2), because of their contortion of the natural acoustical intervals—So there would be no reason to develop such a system without the kinds of modulation and harmony in western music that led to equal temperament. 

So do arab intervals correspond to some other acoustical reality?  Certainly we can explain many of the notes of Arabic scales in terms of just intonation: because of the presence of stringed instruments tuned in fourths and fifths, and the importance of fourths and fifths to the overall structure of Arabic scales (which are built around tetrachords and pentachords), many of the notes in Arabic scales follow some kind of Pythagorean tuning.   Can we explain the microtones in terms of just intonation as well?  Some have tried: as early as the 8th century, Zalzal, an important musician and theorist from Baghdad, hypothesized that the “neutral third” (the third in between the major and minor third in size) had a frequency ratio of 27/22, which seems a bit complex until we realize that its inverse in the perfect fifth is 11/9 (27/22 x 11/9 = 3/2), the ratio between the 11th and 9th partials of a tone.  Such an explanation fits within the theoretical requirement, taken originally from the ancient Greeks (whom the Arabs studied in detail), that harmonious intervals are made up of small-integer ratios.  Is this enough to account for the notes in Arabic music?

Let me demonstrate.  Can you verify that the third note above my tonic of


[c]

here is this note: 

[e-half-flat]

now if I play several melodies 

[play melodies] 

can you verify that I am begin consistent with that third note in a way such that you can identify it as distinct?  Now compare that with these melodies


[jiharkah]

can you verify that this third note is identifiable as being distinct from the third note of the first example?  Can you sing it?  Probably not, but you can verify that I, as a performer of the music, can produce and identify these notes in a consistent way; if you recognize that I therefore have developed a sense of intonation to be able to identify, distinguish, and reproduce notes that are very close together, then you should be able to take my word for it that I’ve identified at least 12 notes between my lowest e-flat and my highest e-natural.

Now, that being the case, it should start to become clear that the other principal western theoretical tool for understanding intonation, small integer ratios of frequencies, couldn’t possibly apply.  There are not enough such small integer ratios to account for these 12 E’s (even if we include 32/27 = 1.185185… 6/5 = 1.20  17/14 = 1.2142857…  11/9 = 1.2222…  27/22 = 1.2272727…  16/13 = 1.2307692….  5/4 = 1.25  81/64 = 1.264625)  some of which are arguably too difficult to hear (like 17/14 in particular) to be a convincing basis for some of the Arabic intonations

How can we suitably define these intervals?  Certainly we can measure the practice of musicians and give a cent value to the intervals they use.  But would those cent values be an explanation for why those intervals are the way they are?  The problem is the same as in the case of frequency ratios such as 17/14: any claim about the intonation of a particular note in a musical scale has to include information about why and how that intonation is used by practicing musicians—which is certainly true of all of the intonation theories describing western music
.  So does telling you that this third note is 143 cents above D give you enough information to be able to reproduce it?  No.  And the ever more Byzantine equal temperament schemes developed by some modern theorists do not provide any information usable by practicing musicians, so how could they serve as the basis for a tuning system which is passed on by ear?


This is where a knowledge of how a tradition is learned can begin to inform our analysis of its structure.  Microtonal intonations presently used in Arabic music can be learned in only one way: by listening to them over and over again, and by imitating and repeating them back.  But when students and musicians imitate, they don’t simply repeat the one note in isolation.  Rather, they repeat whole melodies.  Only melodies give the particular feel of intervals, because of the relationships with surrounding notes; and the identifiable element in Arabic music is melody.  I learned that as a student, myself, but I’d like you to verify that with your own experience now.

Is the intonation of this note clearer to you this way:

[C E]

Or this way

[C melodies in rast?]

Lets repeat some melodies and see.

Melody Words and Musical Vocabulary

In exploring this phenomenon, the first and most fundamental parallel I’d like to make between music and language is that the primary structural unit of music is the word, rather than the individual note, in nearly the same sense that a word is the primary structural unit of language.  In spoken language, words are made up of sequences of a limited number of possible phonemes, and in music words are made up of sequences of a limited number of possible notes.  It has been widely acknowledged in Ethnomusicology that elements variously called “motifs,” “formulas,” “patterns,” “phrases,” etc. form the basis of oral composition and improvisation, at least since Albert Lord published A Singer of Tales in 1960 (Hill: 97).  Cognitive science has shown that grouping, or “chunking,” of elements is a common feature of many areas of perception and cognition (Pinker 1997; Lerdahl and Jackendoff, 1983: 13; Levitin 2006: 77).  Such an understanding, though superior to a note-by-note analysis of music, is not rigorous enough for a deeper understanding of musical structure and cognition.  Let me demonstrate what I mean in terms of Arabic Music:  If we take a long melody, such as:


[long melody]

we find that we can break it up, or parse it, into several shorter phrases:


[short phrases one by one]

and here’s the longer phrase again:


[long phrase]

Now, the reality for me is that I don’t process that long phrase as a sequence of 25 notes, or however many it was, but as a sequence of 5 shorter phrases.  But it is not simply that I group that melody into those phrases in a particular moment, based on the prevailing musical texture or emphasis—which is the sense in which Lerdahl and Jackendoff intend grouping in musical structure—but rather that I identify each one of those phrases as a distinct entity that I have stored in memory.  I do not spontaneously generate those shorter phrases from a set of rules about how notes go together in the maqam system—I have learned them over years of imitating and repeating, in the same way that I learned the words of spoken language.  Words must each be individually learned and stored in memory, and can be recognized as an identifiable and remembered unit by other speakers of the language, just as we remember and identify faces, names, and many other common elements of daily cognition.

This is the more rigorous sense in which I use the term “word” to account for the unit of musical structure: a recognizable and reproducible combination of notes that is stored in my memory and in the memory of other musicians and listeners in my tradition.
 The storage of musical words in memory is an important area for exploration in the cognitive science of music, but as a practicing musician, I take it for granted—as do other practicing musicians of oral traditions, even if they do not express it in these terms.  As soon as we recognize words, we begin to recognize the existence of a finite but large vocabulary stored in memory, from which musical structure is generated.

Let’s hear how that sounds, taking this melody-word:


[]

And comparing it with how it sounds in this phrase:


[]

Once we’ve heard one of these melodies in enough times and enough combinations, we begin to remember and recognize it whenever we hear it, in other words, we begin to parse it.  So this melody word we’ve been working with:


[]

you should now be able to parse when it occurs in this phrase:


[]

Now we may characterize one of the basic structural similarities of Music and Language: they both are discrete combinatorial systems, a type of system in which a finite number of definable (discrete) elements combine in different ways to produce potentially infinite possible combinations (Pinker: 76).  In any given language, there are an infinite number of possible sentences that can be constructed, out of a finite number of distinct words.  It is not necessary to store all possible sentences in memory (which would be physically impossible, as it would require infinite storage space); rather by storing the finite number of rules and principles of word combination, it is possible to generate infinite variety from finite means.


But language is not only a discrete combinatorial system in terms of words organizing into sentences, it is also a discrete combinatorial system in terms of phonemes organizing into words.  From a small number of phonemes (between around forty and around one hundred and sixty for all human languages), it is possible to generate an infinite number of words.  It is true that we find a finite number of words in the language, but new words are invented all the time and added to the language—sometimes they stick and sometimes they don’t, but there is still a potential infinity of words, generated from those phonemes used in the language.
This important characteristic of having discrete combinatorial systems operating on two levels—with the bulk of memory storage going to the element at the middle level of those two systems (words, which are in between phonemes and sentences)—is something music shares with language as well.  Any given musical system has a small number of basic sounds—the tones and intervals of the scale, the smallest units of ornamentation (trills, turns, vibratos)—which can combine in potentially infinite ways, but which produce a large but finite vocabulary of words, which in turn can combine to produce an infinite number of melodies.  In music, new words may be created much more frequently than in spoken language, but that doesn’t diminish the fact that we still perceive them as distinct chunks, remember them when they reoccur (if we are listeners), and imitate them (if we are musicians).  And at any given point in time, in the practice of a given musician, there are a finite (but extremely large) number of such words.

My point is that we cannot simply jump from the basic “phonemes” of the music to the infinite potential melodies—some examples of basic phoneme combinations simply don’t occur in the melodies of a given genre of music.

If I start with the notes of the major scale as building blocks, some possible combinations of them sound like Arabic music,

[example]

some sound like 18th century western music


[example]

and some sound like 1950s serialist music


[example]

But If I take words from 18th century music, I can combine them in infinitely possible ways to get something which still sounds like 18th century music, and which will never sound like Arabic or serialist music


[example]

These examples have, in the case of Arabic music, used only the notes (the phonemes) which it shares in common with western music.  Of course, if we use the notes unique to Arabic music, the particular microtonal notes and the particular ornaments, we will generate something that sounds like Arabic music and not western music, but I wanted to make the point that it is the finite vocabulary of combinations of notes into words, even more than simply the notes themselves, which give the character of a particular kind of music.


The intonations of particular intervals are embedded in melody-words in our memory, and we can see the relationship between microtonal intervals and melody much as we see the  relationship of phonemes to words in terms of assonance and rhyming: though the phonemes involved do not break our perception of words, nonetheless they provide links and points of attraction among words—which are exploited the more language becomes aesthetic rather than utilitarian.

Variation in Words and the Fuzzy Boundaries of Language

Another parallel between music and language I’d like to explore relates to one of the most important basic problems of cognition: how does the mind identify something despite variations in appearance or sound, despite mistakes in part of the message, despite aging or a new haircut on a familiar face? (Pinker, 1997)
 
Let me give you a concrete example of how that works in Arabic music.  Here’s the word I played for you a few minutes ago:

[rast phrase]

and here’s how I might vary it:


[variation]

So here’s our phrase; repeat after me:


[ya leil]

and here are some variations; repeat after me:


[ya leil with more variations]

Now, once you’ve heard the phrase enough times, and with enough variations, you will be able, like me, to identify it in any particular incarnation… here it is, in a variation, occurring at the end of a long phrase:


[nahawand phrase, ending with this rast phrase]

Now try another phrase:


[harder phrase]

here it is again:


[same phrase]

I chose a phrase that would be a little hard for most of you to repeat immediately, but what did you notice?  Without getting all of the details, you still were able to catch the basic gist of the phrase.  Now imagine that you repeated it to yourself over and over again without re-hearing my version.  Eventually it would become a word in your musical vocabulary, identifiable and recognizable as being the same as the word in my language, but nonetheless with a slight variation.  Imagine you passed it on to someone else, and he or she acquired it slightly differently:  We’ve all played the game of “telephone”…

What do we find in spoken languages?  Over geographic space, different populations pronounce certain phonemes with slight differences, some words differ from one group to another, some idiomatic phrases differ—yet people from two different regions with distinct dialects can still comprehend each other.  

The same is true of orally-transmitted music traditions.  The maqam tradition is practiced in one form or another from North Africa, through Turkey and the Levant, through Iran and Central Asia, all the way into western China.  In Syria, the E-half-flat that is the third note of maqam rast (a note somewhere in between e-flat and e-natural) is slightly higher than the E-half-flat in maqam rast as played in Egypt.  

[demonstrate difference]

Yet a phrase in maqam rast is unmistakable as such, and a Syrian will recognize an Egyptian playing rast, even if he also recognizes it as the Egyptian version and not his own.  The differences are even more pronounced—while still retaining the identity—if we compare Arabic melodies with Turkish and Greek Rebetika melodies.  Here is an example I recorded a few years ago to compare three different versions of maqam Saba from those three music traditions.  Here is how I would describe Saba,

[“D”, play D, “E-half-flat”, play E-half-flat, “F”, play F, “G-flat”, play G-flat, “A-natural,” play A natural]

In listening to these examples, try to notice variations in the second note, which I call E-half-flat, and the fourth note, which I call G-flat:


[listening example] 

My point here is that we find the same variation in music as we do in language, over populations, and for the same basic reason: the cognitive ability to recognize two slightly different entities as similar enough to be identified in the same way.  That variation occurs in a number of different dimensions: slightly different pronunciations, some words which occur in the vocabulary of one dialect but not the other and vice-versa, slightly different grammatical tendencies.  

I’d like to pose a fundamental question here: how can we determine the boundary of a language or of a musical practice?  If we focus for the moment on vocabulary, we can see that in spoken language, different individuals from the same geographical region and around the same age and socio-economic background will likely have vocabularies that differ from each other by much less than 1%.  If we move outward to people from different cities, or different ages or different backgrounds, the difference in their vocabulary will be slightly higher.  Differences will be greater between people speaking different dialects of the same language.  Two people speaking different languages will still have a significant portion of vocabulary in common, if those languages are related, like Spanish and Italian.  And two people speaking more distantly-related languages that have had some historical contact will still have a portion of vocabulary in common—such as English and French.  So how do we determine what is the boundary of that language?

The answer is that we cannot.  The vocabulary of a language has fuzzy boundaries. There is a certain component, at the center, which is shared by all speakers, but as we move to the periphery, we will find words used by smaller and smaller portions of the population, until we get very peripheral words used by only a few speakers.  But we cannot put a definitive boundary on where is the center and where is the periphery; the center for one group might be more toward the periphery for another group, and vice-versa.   James Bau Graves, in his book Cultural Democracy, made a profound observation about cultures and populations, which applies equally well to language and music.  He notes that for any given cultural practice, there will be hard-core fans or practitioners, those for whom that cultural practice is a matter of daily existence.  Then there are those for whom that cultural practice is a part of their lives, but not essential—in the case of music, these would be the occasional fans of a particular band, rather than the groupies and band members themselves.  Then there are those at the margins, those who have just heard of the band for the first time, those who used to be fans but got over it, those who are aware of the band but never heard them, those who went to a concert once.  Graves argues convincingly that to sustain that band as a cultural phenomenon, all three types of participants are necessary, and that there is a constant flux among those groups.  Those from the periphery move to the center and vice-versa, and this is the way an ever-renewing dynamic audience is sustained.  


We see this phenomenon in language vocabulary itself, as I’ve described it above.  There are some words at the center, used by everybody, some towards the edges, and some at the very periphery.  Yet there is a constant flux over time, as some words move from center to periphery and vice-versa.  A vocabulary is essentially dynamic, with no fixed boundaries.  We can say the same thing about the grammar of a spoken language that we have said about vocabulary.

And the same is also true with phonemes, and especially vowel sounds, which differ gradually across populations.  The closest parallel to musical intonation in language is vowel sounds, which emphasize different upper partials of a basic tone to produce the distinctive sound of each vowel.  Just as we can calculate the exact size of a melodic interval in cents, or any other measure, we can calculate the overtones emphasized by a particular vowel.  Yet there is no perfect example of a given vowel within any particular language—no mathematical ideal that vowel sounds attempt to approximate; instead the vowel sounds have very slight differences across dialects, and change very gradually within a given language over time (the most famous for English-language Linguists is the “Great Vowel Shift” which occurred between Old and Middle English).  This is exactly the same phenomenon we see in microtones in Arabic music: in the present day, the intonation of that so-called “neutral third” differs among the Egyptians, the Syrians, the Iraqis, and the Turks, within maqam rast, in phrases identified as melodically identical—furthermore, the intonation of that third has shifted within Egypt itself over the course of the twentieth century—descending from its more Turkish-sounding intonation at the beginning of the 20th century, to its current position.

  The parallel between vowel sounds and phonemes runs deeper: the vowel sounds of a particular dialect give important information to speakers and listeners: they strongly identify speakers from a particular region, distinguishing them from others.  The same is true of the microtones used in maqam-based music: by listening to the intonation of a particular musician I can identify whether he comes from Egypt, Iraq, Syria, Turkey, Iran, etc.—and just as native speakers of a language can’t help but recognize almost immediately the geographic origin of other speakers of the language, especially if the accent is distinctly different, so I can’t help but distinguish Syrian, Iraqi, and Egyptian musicians almost immediately by their intonation as well as ornamentation.  That geographic information is carried constantly in every single melody word.

Intonation of Arabic scales is thus one among several parameter of the fuzzy-boundary phenomena I’ve described.  Once we see that, we can recognize the same phenomenon occurring in music all over the world—in the microtonal scales used in some Irish music (from county Claire), some Swedish music, and in American Blues and Old Time music, to name a few I’ve personally encountered.


Pinker discusses the importance of Saussure’s concept of “the arbitrariness of the sign” to understanding language cognition (Pinker 1994: 75): as long as anybody has memorized the arbitrary sign used to signify something, a message using that sign can communicate meaning instantaneously.  Music doesn’t convey meaning in the same way, but it has the same arbitrariness—as long as two people have the same musical elements in memory, a musical utterance is comprehensible.  Any signal system is arbitrary—whether it is a spoken or computer language or morse code or radio signal—as long as elements can be distinguished in a discrete manner.  The important factor for musical notes and intervals is not that they correspond to any particular acoustical phenomenon, but that they be clearly and discretely distinguishable by the ear.  Therefore, a wide range of intonation may serve as the basis of a musical system, even (gasp!) equal temperament.

There appears to be a gradual social and cognitive pressure to diversify intonation for two purposes: 1) distinguishing individuals groups of people from one another, and 2) diversification for the purpose of system robustness and survival.   Intonation is one among several cognitive/evolutionary functions that exploit subtle differences in a narrow band of values for these purposes, like physical appearance, vowel sounds, idiomatic phrases, as well as cultural forms in general.  The availability of a large number of subtly different intonations is an aesthetic value as well, appreciated by connoisseurs, possibly because more subtle knowledge reflects a deeper immersion in the information held by only a select few. 

My Pedagogical Approach to Arabic Music

Pedagogy is an important realm within which to test these hypotheses.  My goal in teaching is to activate the innate language-like music acquisition mechanism in students, and to prime them for Arabic music specifically.  In fact, what I do as a teacher is not unique in any way, because I recognize that the methods of oral transmission that have evolved in world music traditions already take advantage of the innate ability to learn music.  At the most basic level, imitation and repetition are the foundation of such learning.  Imitation strengthens the ear’s parsing mechanism, it adds muscle memory to aural memory, and it begins the process of memory storage.
 Repetition enriches the perception of a melody through multiple imperfect renderings, allowing for the range of fuzziness we see in mature musicians and in the community of musicians as a whole

Repetition begins the transition in memory from phoneme to group of phonemes to word.  The key mechanism to understand is the transition from short-term to long-term memory—from the cognitive and neurological point of view this question is important to ask, but for pedagogical purposes we must simply be aware that the transition happens and that we can affect how it happens.   I see this as a teacher and a student of music: a group of units cluster together, eventually are perceived as one unit, and then can then cluster with other units—a word, once perceived as such, can have other components added to it, because it functions as one unit in short-term memory.  


So when I teach through imitation and repetition I am conscious of presenting the right amount of material to encourage this kind of memory acquisition of musical words.  But it is important for students to hear words and phonemes in a larger context—phonemes don’t make sense by themselves, the “rules” of combination can be only learned through the vocabulary of words, and details of intonation are clearer and more distinguishable in the context of melodies.  Babies learn phonemes by hearing complete language, not by hearing phonemes broken down—this is one of the characteristics of the language acquisition mechanism in the brain.  The same is true of words and combinations of words—the “grammar rules” of Arabic music can only be learned through the examples of word combinations.  So I play phrases containing all of that detail, knowing that even when students can’t imitate exactly on first listening, their brains are still absorbing the language holistically.  


The other component of my teaching, equally important, is what I encourage students to do when they’re not studying with me: to listen broadly and actively, to learn pieces in the repertory by ear, to study with different teachers.  I try to impart to students awareness of the fact that musical language acquisition happens as the result of interaction with a large community, hearing many different versions of things, hearing and imitating the full range of variation acceptable for any given musical element.

An Explanation for Arabic Intonation
I have presented an analysis of intonation that depends on the combination of several avenues of inquiry: 1) an understanding of the limitations of just intonation and equal temperament in accounting for intervals, 2) an awareness of the social, geographical, and historical spread of different intervals, 3) a description of cognitive functions in language, including the operation of discrete combinatorial systems using words stored in memory, and the fuzzy-boundary phenomenon, and 4) experimental verification through pedagogy, and an understanding of the parallel functioning of oral transmission in both music and language.  No one of these approaches is sufficient by itself to account for the intonation used in maqam scales in Arabic music.

This example is, for me, a microcosm illustrating a cognitive linguistic approach to music: the consequence for ethnomusicology, of the view I’ve put forward of music, is similar to the conclusion Reyes says Anthony Seeger advocated in his 2005 lecture to SEM: that the ethnographic and social components of ethnomusicology cannot be considered separately from the musical and analytical components of music (Reyes 2009: 4, 11).  In considering music as a “social object” (Reyes: 12), we can understand it in the same way we seek to understand language.  Like language, music only exists in the parallel memory storage by members of a community, a community with members, as Graves pointed out, with differing levels of involvement in it.  And just as that community has fuzzy boundaries around who belongs and who doesn’t, so too musical languages themselves have fuzzy boundaries. To be clear, I am not suggesting that music as a social object, and the structure of music, should be studied together because each study helps to clarify the other (as Seeger encouraged); rather I am suggesting that from the perspective of cognition the two are in fact one study—that the cognitive structure music takes is dependent on and inseparable from its use, spread (i.e. learning), and change in communities.  A word, a grammatical construction, an intonation, all of these components of music are social objects (in addition to carrying social information, as we saw), and they shift over time and space for social reasons, which in turn are dependent on the way music cognition works.


My discussion of intonation here is the tip of the iceberg; in future papers I will discuss other parallels between music and spoken language, and explore approaches from information theory and small-world network theory which may account for these phenomena in cognition.
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� � HYPERLINK "http://media.libsyn.com/media/shumays/PPerform_019_2007-02-02.mp3" ��http://media.libsyn.com/media/shumays/PPerform_019_2007-02-02.mp3� for my demonstration; Scott Marcus also describes this phenomenon very well in Egypt: that many (though not all) musicians use slightly different intonations for their microtones depending on the maqam in which they occur; in his description he accounts for several of the microtones I use myself.


� Just intervals are both audible and reproducible by the voice, and on string and wind instruments; the forms of temperament developed in European keyboard music were developed because they were tunable by counting beats, and they served specific purposes.





� Levitin discusses some experimental evidence pointing to this, regarding varying musical perception of notes depending on where they occur within a phrase (158), but doesn’t fully come to this conclusion because of his western-theoretical blinders—claiming instead that “we expect certain pitches, rhythms, timbres, and so on to co-occur based on a statistical analysis our brain has performed of how often they have gone together in the past” (114-5), with no explanation of why the brain would employ such a complicated statistical mechanism rather than the much simpler mechanism of storing combinations in memory as words.


� To those who have not encountered cognitive science, this may not seem like a problem, since it is an ordinary basic cognitive skill of humans, one we use every minute of every day.  For an accessible way of understanding why this is a problem, imagine making a mistake of one character in a computer program—the computer can’t recognize the intent, and produces an error.  On the other hand, any normal person might not even notice the mistake at all.  Cognitive and computer scientists have not yet understood how this mechanism works, although Google, with its massive parallel processing and enormous memory resources, is beginning to solve one aspect of the problem with its “did you mean…?” suggestions.





� linguists have observed numerous grammatical operations in use among some populations which are not in use among others speaking what might be considered the same dialect: and linguists do not claim that one is correct, and the other wrong, but rather that each population, dialect, and idiolect has its own consistent grammar, slightly differing from others. 


� To be more precise, intonation as practiced by world musicians is some kind of hybrid of just intonation and fuzzy linguistic-style shifting, because the presence of tunable stringed instruments always insures that there will be some just intervals in scales—and nobody would deny the strong pull that just octaves, fourths, and fifths exert on the ear.  Beyond that, the weakening strength of ever-more distant harmonic partials opens up intonational space to the kind of gradual shifting over time, space, and populations I’ve described here.  And the fact of language and music acquisition by ear through repetition guarantees that a person studying a particular tradition long enough will use the particular regional and geographic intonations of that tradition even without being conscious of it.





� The issue of muscle memory is important, because the physical aspect of sound production must be learned and remembered.  Babies’ babbling is actually muscle training for phonemes.  Though we have not discussed the issue of play in this paper, we must consider the importance of play and experimentation in learning as well.  Repetition is the key to instantiate the information acquired in memory.  Repetition trains the muscles, and makes easy what once was hard.


� I was pleased to find that the Folk Music Department at the Sibelius Academy in Finland takes a similar language-based approach to developing folk musicians, as documented by Juniper Hill (2009, 86-112).  This approach was inspired in part, according to Hill, by Albert Lord’s description of oral composition/ improvisation “drawing from an orally transmitted store of traditional metric phrases” (ibid.: 95—this is what I refer to as vocabulary), and demonstrates an awareness of what Hill refers to as “auditory-memory-storage.”  The other very important component of the curriculum is the emphasis on variants of phrases, melodies, and songs—that students need to learn many different equally valid versions of songs rather than one “static authoritative version” of a piece (96).  








